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1.1 What Is AI?

Artificial intelligence (AI) is no doubt one of the hottest buzzwords right now. 
It is in the news all the time. So, what is AI, and why is it important? When you 
talk about AI, the image that probably pops into most people’s heads is of a 
human- like robot that can do complicated, clever things, as shown in Figure 1.1. 
AI is actually more than that.

AI is an area of computer science that aims to make machines do intelligent 
things, that is, learn and solve problems, similar to the natural intelligence of 
humans and animals. In AI, an intelligent agent receives information from the 
environment, performs computations to decide what action to take in order to 
achieve the goal, and takes actions autonomously. AI can improve its performance 
with learning.
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“There is no reason and no way that a human mind can keep up  
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4 Part I ■ Introduction 

For more information, see the John McCarthy’s 2004 paper titled, “What Is 
Artificial Intelligence?”

https://homes.di.unimi.it/borghese/Teaching/AdvancedIntelligent  

Systems/Old/IntelligentSystems_2008_2009/Old/IntelligentSystems_ 

2005_2006/Documents/Symbolic/04_McCarthy_whatisai.pdf

You may not be aware that AI has already been widely used in many aspects of 
our lives. Personal assistants such as Amazon’s Alexa, iPhone’s Siri, Microsoft’s 
Cortana, and Google Assistant all rely on AI to understand what you have said 
and follow the instructions to perform tasks accordingly.

Online entertainment services such as Spotify and Netflix also rely on AI 
to figure out what you might like and recommend songs and movies. Other  
services such as Google, Facebook, Amazon, and eBay analyze your online 
activities to deliver targeted advertisements. My wife once searched Arduino 
boards at work during the day, and in the evening, after she got home, no matter 
which websites she visited, ads for Arduino boards kept popping up!

Have you ever used the SwiftKey program on your phone or Grammarly on 
your computer? They are also AI.

AI has also been used in healthcare, manufactoring, driverless cars, finance, 
agriculture, and more. In a recent study, researchers from Google Health and 
Imperial College London developed an algorithm that outperformed six human 

Figure 1.1:  The common perception of AI 
(Source: https://commons.wikimedia.org/wiki/File:Artificial_ 
Intelligence_%26_AI_%26_Machine_Learning_- _30212411048.jpg)
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radiologists in reading mammograms for breast cancer detection. Groupe Renault 
is collaborating with Google Cloud to combine its AI and machine learning 
capabilities with automotive industry expertise to increase efficiency, improve 
production quality, and reduce the carbon footprint. Driverless cars use AI to 
identify the roads, the pedestrians, and the traffic signs. The finance industry uses 
AI to detect fraud and predict future growth. Agriculture is also turning to AI for 
healthier crops, pest control, soil and growing conditions monitoring, and so on.

AI can affect our jobs. According to the BBC, 35 percent of today’s jobs will 
disappear in the next 20 years. You can use the following BBC website to find 
out how safe your workplace is:

https://www.bbc.co.uk/news/technology- 34066941

1.2 The History of AI

AI can be traced back to the 1940s, during World War II, when Alan Turing, 
a British mathematician and computer scientist, developed a code- breaking 
machine called bombe in Bletchley Park, United Kingdom, that deciphered 
German Enigma–encrypted messages (see Figure 1.2). The Hollywood movie 
The Imitation Game (2014) has vividly captured this period of history. Turing’s 
work helped the Allies to defeat the Nazis and is estimated to have shortened 
the war by more than two years and saved more than 14 million lives.

In October 1950, while working at the University of Manchester, Turing pub-
lished a paper entitled “Computing Machinery and Intelligence” in the journal 
Mind (Oxford University Press). In this paper, he proposed an experiment that 
became known as the famous Turing test. The Turing test is often described as 
a three- person game called the imitation game, as illustrated in Figure 1.3, in 
which player C, the interrogator, tries to determine which player— A or B— is a  

Figure 1.2:  The bombe machine (left) and the Enigma machine (right) 
(Source: https://en.wikipedia.org/wiki/Cryptanalysis_of_the_Enigma)
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6 Part I ■ Introduction 

computer and which is a human. The interrogator is limited to using the responses 
to written questions to make the determination. The Turing test has since been 
used to test a machine’s intelligence to see if it is equivalent to a human. To 
date, no computer has passed the Turing test.

AI as a research discipline was established at a workshop at Dartmouth 
College in 1956, organized by John McCarthy, a young assistant professor of 
mathematics at the college (http://raysolomonoff.com/dartmouth/). The 
workshop lasted about six to eight weeks, and it was essentially an extended 
brainstorming session. There were about 11 mathematician attendees such as 
Marvin Minsky, Allen Newell, Arthur Samuel, and Herbert Simon. They were 
widely recognized as the founding fathers of AI. John McCarthy chose the term 
artificial intelligence for the new research field.

The history of AI can be divided into three stages, as illustrated in Figure 1.4.

■■ 1950s–1970s, neural networks (NNs): During this period, neural networks, 
also called artificial neural networks (ANNs), were developed based on 
human brains that mimic the human biological neural networks. An NN 
usually has three layers: an input layer, a hidden layer, and an output 
layer. To use an NN, you need to train the NN with a large amount of 
given data. After training, the NN can then be used to predict results for 
unseen data. NNs attracted a lot of attention during this period. After the 
1970s, when NNs failed to live up to their promises, known as AI hype, 
funding and research activities were dramatically cut. This was called an 
AI winter.

■■ 1980s–2010s, machine learning (ML): This is the period when machine 
learning flourished. ML is a subset of AI and consists of a set of mathematical 

Figure 1.3:  The famous Turing test, also called the imitation game. Player C, the interrogator, is 
trying to determine which player— A or B— is a computer and which is a human.
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algorithms that can automatically analyze data. Classic ML can be divided 
into supervised learning and unsupervised learning. Supervised learning 
examples include speech recognition and image recognition. Unsupervised 
learning examples include customer segmentation, defect detection, and 
fraud detection. Classic ML algorithms are support vector machine (SVM), 
K- means clustering, decision tree, naïve Bayes, and so on.

■■ 2010s–present, deep learning (DL): This is the period when deep learning 
(DL) was developed. DL is a special type of neural network that has more 
than one layer of hidden layers. This is possible only with the increase of 
computing power, especially graphical processing units (GPUs), and 
improved algorithms. DL is a subset of ML. DL has so far outperformed 
many other algorithms on a large dataset. But is DL hype or reality? That 
remains to be seen.

AI is often confused with data science, big data, and data mining. Figure 1.5 
shows the relationships between AI, machine learning, deep learning, data sci-
ence, and mathematics. Both mathematics and data science are related to AI but 
are different from AI. Data science mainly focuses on data, which includes big 
data and data mining. Data science can use machine learning and deep learning 
when processing the data.

Figure 1.4:  The history of AI at the NVidia website 
(Source: https://developer.nvidia.com/deep- learning)
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8 Part I ■ Introduction 

Figure 1.6 shows an interesting website that explains the lifecycle of data 
science. It includes business understanding, data mining, data cleaning, data 
exploration, feature engineering, predictive modeling, and data visualization.

Figure 1.5:  The relationships between AI, machine learning, deep learning, data science, and 
mathematics

Figure 1.6:  The lifecycle of data science 
(Source: http://sudeep.co/data- science/Understanding- the- Data- Science-  
Lifecycle/)
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In summary:

■■ AI means enabling a machine to do intelligent things to mimic humans. 
The two important aspects of AI are machine learning and deep learning.

■■ Machine learning is a subset of AI and consists of algorithms that can 
automate data analysis.

■■ Deep learning is a subset of machine learning. It is a neural network with 
more than one hidden layer.

1.3 AI Hypes and AI Winters

Like many other technologies, AI has AI hypes, as shown in Figure 1.7. An AI 
hype can be divided into several stages. In the first stage (1950s–1970s), called 
Technology Trigger, AI developed quickly, with increased funding, research 
activities, enthusiasm, optimism, and high expectations. In the second stage 
(1970s), AI reached the peak, called the Peak of Inflated Expectations. After the 
peak, in the third stage (1970s–1980s), when AI failed to deliver on its prom-
ises, AI reached the bottom, called the Trough of Disillusionment. This is the 
point at which an AI winter occurred. After the trough, AI slowly recovered; 
this is the fourth stage (1980s–present), which we are in now, called the Slop of 
Enlightenment. Finally, AI will reach the fifth stage, the Plateau of Productivity, 
where AI development becomes more stable.

Figure 1.7:  The technology hype cycle 
(Source: https://en.wikipedia.org/wiki/Hype_cycle)
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AI winter refers to a period of time during which public interest and research 
activities in artificial intelligence are significantly reduced. There have been two 
AI winters in history, one in the late 1970s and one in the late 1980s.

From the 1950s to the 1970s, artificial neural networks attracted a lot of attention. 
But since the late 1960s, after many disappointments and criticisms, funding 
and research activities were significantly reduced; this was the first AI winter. 
A famous case was the failure of machine translation in 1966. After spending 
$20 million to fund a research project, the National Research Council (NRC) 
concluded that machine translation was more expensive, less accurate, and 
slower than human translation, so the NRC ended all support. The careers of 
many people were destroyed, and the research ended.

In 1973, British Parliament commissioned Professor Sir James Lighthill to 
assess the state of AI research in the United Kingdom. His report, the famous 
Lighthill Report, criticized the utter failure of AI and concluded that nothing 
done in AI couldn’t be done in other sciences. The report also pointed out that 
many of AI’s most successful algorithms would not work on real- world problems. 
The report was contested in a debate that aired on the BBC series Controversy 
in 1973, pitting Lighthill against the team of Donald Michie, John McCarthy, 
and Richard Gregory. The Lighthill report virtually led to the dismantling of 
AI research in England in the 1970s.

In the 1980s, a form of AI program called the expert system became popular 
around the world. The first commercial expert system was developed at Carn-
egie Mellon for Digital Equipment Corporation. It was an enormous success 
and saved the company millions of dollars. Companies around the world began 
to develop and deploy their own expert systems. However, by the early 1990s, 
most commercial expert system companies had failed.

Another example is the Fifth Generation project. In 1981, the Japanese Ministry 
of International Trade and Industry invested $850 million for the Fifth Gener-
ation computer project to build machines that could carry on conversations, 
translate languages, interpret pictures, and reason like humans. By 1991, the 
project was discontinued, because the goals penned in 1981 had not been met. 
This is a classic example of expectations being much higher than what an AI 
project was actually capable of.

At the time of writing this book, in 2020, deep learning is developing at a fast 
speed, attracting lots of activities and funding, with exciting developments every 
day. Is deep learning a hype? When will deep learning peak, and will there be 
a deep learning winter? Those are billion- dollar questions.
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1.4 The Types of AI

According to many resources, AI can be divided into three categories.

■■ Narrow AI, also called weak AI or artificial narrow intelligence (ANI), refers 
to the AI that is used to solve a specific problem. Almost all AI applica-
tions we have today are narrow AI. For example, image classification, 
object detection, speech recognition (such as Amazon’s Alexa, iPhone’s 
Siri, Microsoft’s Cortana, and Google Assistant), translation, natural lan-
guage processing, weather forecasting, targeted advertisements, sales 
predictions, email spam detection, fraud detection, face recognition, and 
computer vision are all narrow AI.

■■ General AI, also called strong AI or artificial general intelligence (AGI), refers 
to the AI that is for solving general problems. It is more like a human 
being, which is able to learn, think, invent, and solve more complicated 
problems. The singularity, also called technological singularity, is when AI 
overtakes human intelligence, as illustrated in Figure 1.8. According to 
Google’s Ray Kurzweil, an American author, inventor, and futurist, AI 
will pass the Turing test in 2029 and reach the singularity point in 2045. 
Narrow AI is what we have achieved so far, and general AI is what we 
expect in the future.

■■ Super AI, also called superintelligence, refers to the AI after the singularity 
point. Nobody knows what will happen with super AI. One vision is 
human and machine integration through a brain chip interface. In August 
2020, Elon Musk, the most famous American innovative entrepreneur, 
has already demonstrated a pig with a chip in its brain. While some people 
are more pessimistic about the future of AI, others are more optimistic. 
We cannot predict the future, but we can prepare for it.

Figure 1.8:  The human intelligence and technological singularity
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For more details about the types of AI, see the following resources:

https://azure.microsoft.com/en- gb/overview/what- is- artificial- 

intelligence/

https://www.ubs.com/microsites/artificial- intelligence/en/new- 

dawn.html

https://doi.org/10.1016/B978- 0- 12- 817024- 3.00008- 8

This book will mainly cover the machine learning and deep learning aspects 
of AI, which belong to narrow AI or weak AI.

1.5 Edge AI and Cloud AI

AI applications can be run either on the large remote servers, called cloud AI, 
or on the local machines, called edge AI. The advantages of cloud AI are that 
you don’t need to purchase expensive hardware; you can upload large training 
datasets and fully utilize the vast computing power provided by the cloud. The 
disadvantages are that it might require more bandwidth and have higher latency 
and security issues. The top three cloud AI service providers are as follows:

Amazon AWS Machine Learning AWS has the largest market share and 
the longest history and provides more cloud services than anyone else. 
But it is also the most expensive.

https://aws.amazon.com/machine- learning/

Microsoft Azure Azure has the second largest market share and also pro-
vides many services. Azure can be easily integrated with Windows and 
many other software applications, such as .NET.

https://azure.microsoft.com/

Google Cloud Platform Google is relatively new and has fewer different 
services and features than AWS and Azure. But Google Cloud Platform 
has attractive, “customer- friendly” pricing and is expanding rapidly.

https://cloud.google.com/

Other cloud AI service providers include the following:

■■ IBM Cloud: https://www.ibm.com/cloud

■■ Alibaba Cloud: https://www.alibabacloud.com/

■■ Baidu Cloud: https://cloud.baidu.com/

Figure 1.9 is an interesting website that compares AWS and Azure and Google 
Cloud and shows the magic quadrant of the cloud platforms.
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The advantages of edge AI are low latency, that it can work without an Internet 
connection, and that it is real time and secure. The disadvantages of Edge AI 
are that you need purchase your own hardware, and it has limited computation 
power. Edge devices may have a power consumption constraint, as they are 
usually battery powered. The following are the most popular edge AI devices:

■■ Microcontroller- based AI: https://www.arduino.cc/en/Guide/
NANO33BLESense

■■ Raspberry Pi–based AI: https://magpi.raspberrypi.org/articles/
learn- artificial- intelligence- with- raspberry- pi

■■ Google Edge TPU TensorFlow Processing Unit: https://cloud.google 
.com/edge- tpu

■■ NVidia Jetson GPU–based AI: https://developer.nvidia.com/
embedded- computing

■■ Intel and Xilinx–based AI: https://www.intel.co.uk/content/www/uk/
en/products/docs/storage/programmable/applications/machine- 

learning.html and https://www.xilinx.com/applications/industrial/
analytics- machine- learning.html

Figure 1.9:  The magic quadrant of cloud platforms 
(Source: https://www.datamation.com/cloud- computing/aws- vs- azure- vs- 
google- cloud- comparison.html)
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14 Part I ■ Introduction 

■■ BeagleBone AI: https://beagleboard.org/ai

■■ 96Boards AI: https://www.96boards.ai/

■■ Baidu Edgeboard: https://ai.baidu.com/tech/hardware/deepkit

You will learn more details about edge AI and cloud AI in Chapter 12.

1.6 Key Moments of AI

Since Alan Turing introduced the famous Turing test, or the imitation game, 
there have been several key moments in AI development. Here is a list of them:

■■ Alan Turing proposed the imitation game (1950).

■■ Dartmouth held an AI workshop (1956).

■■ Frank Rosenblatt built the Perceptron (1957).

■■ The first AI winter (1970s).

■■ The second AI winter (1987).

■■ IBM’s Deep Blue beats Kasparov (1997).

■■ Geoffrey Hinton unleashed deep learning networks (2012).

■■ AlphaGo defeated a human Go champion (2016).

■■ OpenAI released GPT- 3 (2020).

■■ AlphaFold predicted protein folding (2020).

As listed, in 1997, the IBM Deep Blue computer beat the world chess cham-
pion, Garry Kasparov, in a six- game thriller. The match lasted several days, with 
two wins for IBM, one for Garry Kasparov, and three draws. The match received 
massive media coverage around the world. Although branded as “artificial 
intelligence,” IBM Deep Blue actually played through “brute force,” that is, 
calculating all the possible moves. Deep Blue, with its capability of evaluating 
200 million positions per second, was the first and fastest computer to face a 
world chess champion (https://www.ibm.com/ibm/history/ibm100/us/en/ 
icons/deepblue/).

In January 2011, IBM Watson competed against Ken Jennings and Brad Rut-
ter, two of the most successful contestants on Jeopardy!, a popular American 
show. A practice match and the two official matches were recorded on January 
13–15, 2011. In the end, IBM Watson won the first prize of $1 million, Jennings 
won the second place of $300,000, and Rutter won the third place of $200,000. 
IBM donated 50 percent of the winnings to the World Vision charity and 50 
percent to the World Community Grid charity (https://en.wikipedia.org/ 
wiki/Watson_(computer)).
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In September 2012, a convolutional neural network (CNN) called AlexNet, 
developed by Alex Krizhevsky, Ilya Sutskever, and Geoffrey Hinton, won the 
ImageNet Large Scale Visual Recognition Challenge. This inspired a worldwide 
research interest in deep learning that is still strong today. The AlexNet paper 
has been cited more than 70,000 times.

In March 2016, AlphaGo of Google DeepMind competed against Lee Sedol of 
South Korea, the world champion Go player. Sedol has won 18 world titles and 
is widely considered the greatest player of that time. AlphaGo defeated Sedol 
in a convincing 4–1 victory in Seoul, South Korea. The matches were broadcast 
live and were watched by more than 200 million people worldwide. This land-
mark of AI achievement was a decade ahead of its predictions.

Go is a popular board game that originated in China more than 3,000 years 
ago (see Figure 1.10). In a Go game, two players take turns placing their stones 
on a board, with one player using black stones and the other using white stones. 
The player with black stones always starts the game. The goal of the game is to 
surround and capture the opponent’s stones and occupy as many territories as 
possible. The player with the larger territory wins.

Figure 1.10:  The traditional Go board game 
(Source: https://en.wikipedia.org/wiki/Go_(game))
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The Go board has 19×19 grids, where each grid can be a black or white stone. 
This gives 2261 (about 10 to the power of 170) possibilities. That is enormously 
complicated, compared with only 10 to the power of 40 possibilities in Chess. 
It will take the world’s fastest computer (Fujitsu in Fugaku, Japan) more than 
10 billion years to calculate all the possibilities. The universe is only 13.8 billion 
years old! Clearly, you cannot teach a machine to play Go by brute force.

Google DeepMind’s AlphaGo plays the Go game through AI, by combining 
statistical analysis and deep learning. The calculations are done on 1,920 central 
processing units (CPUs), 280 graphics processing units (GPUs), and possibly 
Google’s tensor processing units (TPUs). That is a lot of computing power 
(https://www.deepmind.com/research/case- studies/alphago- the- story- 
so- far)!

In June 2020, OpenAI’s GPT- 3 caught the attention of the world. OpenAI is 
a research business cofounded by Elon Musk, who also founded the famous 
electrical car company Tesla Inc. GPT- 3 stands for Generative Pre- trained 
Transformer 3 and is a language prediction model, a form of deep learning 
neural network. GPT- 3 is trained on gigabillions of text information gathered 
by crawling the Internet, including the text of Wikipedia. GPT- 3 has 96 layers 
and a whopping 175 billion parameters; it is the largest language model to 
date. According to Google, it costs about $1 to train 1,000 parameters. This 
means it could cost tens of millions to train GPT- 3. Once trained, GPT- 3 can do 
many amazing things, such as generating new texts, writing essays, composing 
poems, answering questions, translating languages, and even creating computer 
code. This is hailed as one of the greatest breakthroughs in AI research and has 
demonstrated some mind- blowing potential applications. OpenAI made the 
GPT- 3 application programming interface (API) available online for selected 
developers (https://gpt3examples.com/), and since then, many examples 
of poetry, prose, news, reports, and fiction have emerged. In September 2020, 
OpenAI exclusively licensed the GPT- 3 language model to Microsoft (https://
openai.com/blog/openai- api/). In January 2021, OpenAI announced DALL- E 
and CLIP, two impressive neural network models based on GPT- 3. DALL- E is 
capable of generating amazing high- quality images based on text (https://
openai.com/blog/dall- e/), while CLIP can connect text to images (https://
openai.com/blog/clip/).

In November 2020, Google’s DeepMind made a breakthrough in the protein 
folding problem with its AlphaFold AI system. As we all know, proteins are large 
complex molecules made up of chains of amino acids, and proteins are essential 
to our lives. What a protein can do largely depends on its unique 3D structure 
and on what shape a protein will fold into. These complicated chains of amino 
acids can have a huge number of possibilities, and yet in reality, proteins only 
fold into very specific shapes. This has been a grand challenge in biology for half 
a century. There are about 180 million known proteins, and only about 170,000 
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protein structures have been mapped out. AlphaFold successfully predicted 
two protein structures of SARS- CoV- virus, which were separately identified by 
researchers months later. This breakthrough could dramatically accelerate the 
progress in understanding how proteins work and developing treatments for 
diseases (https://deepmind.com/research/case- studies/alphafold).

In January 2021, Google announced the development of a new language model 
called Switch Transformer, which contains 1.6 trillion parameters. It offers up 
to 7x increases in pretraining speeds with the same computational resources. 
These improvements extend into multilingual settings, across 101 languages. 
For more details, see the following:

https://arxiv.org/pdf/2101.03961v1.pdf

https://github.com/labmlai/annotated_deep_learning_paper_ 

implementations

In June 2021, Beijing Academy of Artificial Intelligence (BAAI) unveiled a 
new natural language processing (NLP) model, WuDao 2.0, which was trained 
using 1.75 trillion parameters, the largest model to date. The model was devel-
oped with the help of more than 100 scientists from multiple organizations. For 
more details, see the following:

https://gpt3demo.com/apps/wu- dao- 20

1.7 The State of AI

The development of AI has been gaining speed in the past decades. One of 
the best places to understand what is going on is an annual AI research and 
development report, such as the following:

■■ The AI Index Report, Stanford: https://aiindex.stanford.edu/report/

■■ State of AI Report, Cambridge: https://www.stateof.ai/

These annual reports show the realities of AI investment and development and 
predict future trends for the coming year. The State of AI Report, composed by 
Nathan Benaich and Ian Hogarth, is organized into five main sections: Research, 
Talent, Industry, Policies, and Predictions.

According to the 2020 “State of AI” report, new natural language processing 
companies raised more than $100 million in the past year. Autonomous driving 
companies drove millions of miles in 2019. Machine learning has been adopted for 
drug discovery by both large pharmaceutical companies and startups including 
Glaxosmithkline, Merck, and Novartis. Many universities have introduced AI 
degrees. Google claimed quantum supremacy in October 2019 and announced 
TensorFlow Quantum, an open source library for quantum machine learning, 
in March 2020.
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For research, only 15 percent of the AI papers have published their code. 
Some organizations, such as OpenAI and DeepMind, never disclose their code. 
The most popular AI research topics are computer vision and natural lan-
guage processing. Computer vision includes semantic segmentation, image 
classification, object detection, image generation, and pose estimation. Natural 
language processing includes machine translation, language modeling, question 
answering, sentiment analysis, and text classification. Google’s TensorFlow is 
the most popular AI platform, but Facebook’s PyTorch is catching up. Training 
billions of model parameters costs millions of dollars, but larger models need less 
data than smaller models to achieve the same performance. A new generation of 
transformer language models, such as GPT- 3, T5, and BART, are unlocking new 
applications, such as translating C++ code to Java or translating Python to C++, 
or even debugging the code. Publications in the area of AI in biology have been 
growing more than 50 percent year over year since 2017. AI Papers published 
in 2019 and 2020 account for 25 percent of all AI publications since 2000. Graph 
neural networks (GNNs) are a type of emerging deep learning neural network 
designed to process 3D data, such as molecular structures. This enhanced the 
prediction of chemical properties and helped in the discovery of new drugs. By 
analyzing symptoms from more than 4 million people, AI can detect new dis-
ease symptoms before the public health community and can inform diagnosis 
without tests. In computer vision, EfficientDet- D7 has achieved the state of the 
art in object detection with up to 9 times fewer model parameters than the best 
in class and can run up to 4 times faster on GPUs and up to 11 times faster on 
CPUs than other object detectors.

For talent, more and more AI professors are departing US universities for 
technology companies such as Google, DeepMind, Amazon, and Microsoft. This 
has caused a reduction of graduate entrepreneurship across 69 US universities. 
Foreign graduates of US AI PhD programs are most likely to end up in large 
companies, whereas American citizens are more likely to end up in startups 
or academia. The Eindhoven University of Technology (TUE) has committed 
€100M to create a new AI institute, and Abu Dhabi opened the “world’s first AI 
university.” In the AI job market, the number of jobs posted in 2020 is declining 
due to the COVID- 19 pandemic. But the overall demand still outstrips the supply 
of AI talent. According to Indeed.com’s US data, there are almost three times 
more job postings than job views for AI- related roles. Job postings also grew 12 
times faster than job viewings from late 2016 to late 2018.

For industry, major pharmaceutical companies have adopted AI for drug dis-
covery, and AI- based drug discovery startups have raised millions of dollars. 
Major self- driving companies have raised nearly $7 billion in investments since 
July 2019. UK- based Graphcore released its Mk2 intelligence processing unit 
(IPU) processor. IPU is a relatively new type of processors compared to the 
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traditional CPUs and GPUs. Mk2 IPU packs about 60 billion transistors onto 
an 800 mm2 die using a 7 nm process— the most complex processor ever made. 
IPU has 16 times faster training times for image classification than NVIDIA’s 
GPU yet is 12 times cheaper. For enterprises, AI continues to drive revenue in 
sales and marketing while reducing costs in supply chain management and 
manufacturing.

For policy makers, the ethical issues of AI have become a mainstream. Face 
recognition is widely used around the world and remains to be the most con-
troversial AI technology. There were several high- profile examples of wrong-
ful arrests due to misuse of face recognition. The pressure has been building 
to regulate AI applications. Two of the leading AI conferences, NeurIPS and 
ICLR, have both proposed new ethical principles. AI has also promoted more 
nationalism with many governments increasingly planning to scrutinize the 
acquisitions of AI companies.

For prediction, in the coming year, the race to build larger language models 
continues, and soon we will have the first model with 10 trillion parameters. 
There will be increasing investment in military AI, and a wave of defense- based 
AI startups will collectively raise $100 million. One of the leading AI- first drug 
discovery startups will be valued at more than $1 billion. Google’s DeepMind 
will make another major breakthrough in structural biology and drug discovery 
beyond AlphaFold. Facebook will make a major breakthrough in augmented 
and virtual reality with 3D computer vision. Finally, NVIDIA will not be able 
to complete its acquisition of Arm.

1.8 AI Resources

If you want to know more technical details of AI or just want to keep up with 
the latest innovations and discoveries, the following are a few good resources:

Google

https://ai.googleblog.com/

https://research.google/pubs/?area=algorithms- and- 

theory&team=brain&team=ai- fundamentals- applications

DeepMind

https://deepmind.com/blog?filters=%7B%22category%22:%5B%22Research

%22%5D%7D

https://deepmind.com/research?filters=%7B%22collection%22:%5B%22 

Publications%22%5D%7D
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Facebook AI

https://ai.facebook.com/results/?q&content_types[0] 

=publication&sort_by=most_recent&view=list&page=1

https://ai.facebook.com/blog/

Microsoft
https://www.microsoft.com/en- us/research/research-  

area/artificial- intelligence/?facet%5Btax%5D%5B 

msr- research- area%5D%5B0%5D=13556&sort_by=most- recent

MIT

https://news.mit.edu/topic/artificial- intelligence2

https://www.technologyreview.com/topic/artificial- intelligence/

Stanford
http://ai.stanford.edu/blog/

Berkeley
https://bair.berkeley.edu/blog/

Leading AI Conferences

■■ NeurIPS: https://papers.nips.cc/

■■ R e c S y s :  h t t p s : / / r e c s y s . a c m . o r g / r e c s y s 2 0 / 

accepted- contributions/

■■ KDD: https://www.kdd.org/kdd2020/accepted- papers

■■ ICLR: https://iclr.cc/virtual_2020/papers.html?filter=keywords

Latest on arXiv
https://arxiv.org/search/advanced

Paper with Code’s Browse State- of- the- Art Page
This is one of my favorite web resources. At Paper with Code, you can browse 

the state of AI in a number of different applications, such as computer 
vision, natural language processing, medical, speech, time series, audio, 
and much more. As shown in Figure 1.11, it has 3,711 benchmarks; 1,942 
tasks; 3,234 datasets; and 39,567 papers with code.

Towards Data Science and Medium

This is another one of my favorite web resources. Towards Data Science is a 
Medium publication for sharing concepts, ideas, and code. Towards Data 
Science Inc. is a corporation registered in Canada. With Medium, it pro-
vides a platform for thousands of people to exchange ideas and expand 
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their understanding of data science. It is free to read a limited number of 
articles per month, but you have to register and pay if you want unlimited 
access. For more details, visit these resources:

https://towardsdatascience.com/

https://medium.com/

1.9 Summary

This chapter provided a bird’s- eye overview of AI. AI is a science and technology 
research field that aims to make machines do intelligent things, similar to the 
natural intelligence exhibited by humans and animals.

AI can be traced back to the 1940s–1950s when the British mathematician Alan 
Turing proposed the famous Turing test, also known as the imitation game. AI as a 
research discipline was established at a workshop at Dartmouth College in 1956.

AI development can be generally divided into three periods in history;  
1950–1980, focused on neural networks, or artificial neural networks; 1980–2010, 
focused on machine learning; and 2010–present, focused on deep learning. Deep 
learning is currently the hottest research topic in AI, where GPUs are widely used.

AI winters are the periods when research funding and activities have been 
dramatically reduced. So far, there have been two AI winters, in the 1970s and 
1980s. AI hype is when AI fails to achieve what it promises.

Figure 1.11:  State- of- the- Art page at Paper with Code 
(Source: https://paperswithcode.com/sota)
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AI can be generally divided into three types: narrow AI, general AI, and super 
AI. Singularity is the point at which AI overtakes human intelligence.

AI can also be divided into edge AI and cloud AI.

1.10 Chapter Review Questions

Q1.1.  What is AI? Show a few examples of AI applications in your daily 
life.

Q1.2.  What is the Turing test, and what is the imitation game?

Q1.3.  Explain, with a suitable diagram, the three stages of AI development 
in history.

Q1.4.  Explain the differences of neural networks, machine learning, and 
deep learning.

Q1.5.  What are AI hypes? Use a diagram to explain the different stages of 
an AI hype. What are AI winters?

Q1.6. What are the three types of AI? What is the singularity?

Q1.7. What are the differences between edge AI and cloud AI?

Q1.8.  Search the Internet and list your own top 10 key moments of AI in 
history.

Q1.9.  Search the Internet and list your own “current state of AI” and give 
your own predictions for AI.

Q1.10.  Are you optimistic or pessimistic about the future of AI, and why?
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